Section 14.4: Random Forests for Iris, Spambase, BUPA, WDBC, SRBCT, Pima 

Red shows input, black shows output

library(randomForest)

#randomForest 4.5-16 

#Type rfNews() to see new features/changes/bug fixes.

#This is the example given in the manual

data(iris)

set.seed(71)

iris.rf <- randomForest(Species ~., data=iris, importance=TRUE, proximity=TRUE)

print(iris.rf)

Call:

 randomForest(formula = Species ~ ., data = iris, importance = TRUE, proximity=TRUE) 

               Type of random forest: classification

                     Number of trees: 500

No. of variables tried at each split: 2

        OOB estimate of error rate: 5.33%

Confusion matrix:

           setosa versicolor virginica class.error

setosa         50          0         0        0.00

versicolor      0         47         3        0.06

virginica       0          5        45        0.10

importance(iris.rf)     #or:   round(importance(iris.rf), 2)

                      setosa versicolor virginica MeanDecreaseAccuracy MeanDecreaseGini

Sepal.Length   1.15       1.99      1.69                 1.36                               8.12

Sepal.Width    0.97      -0.14      0.86                 0.51                               2.49

Petal.Length   3.73       4.44      4.23                 2.51                              42.68

Petal.Width    3.75       4.47      4.35                 2.51                              46.00

iris.mds <- cmdscale(1-iris.rf$proximity, eig=TRUE)

op <- par(pty="s")

pairs(cbind(iris[,1:4], iris.mds$points), cex=0.6, gap=0,

+ col=c("red", "green", "blue")[as.numeric(iris$Species)],

+ main="Iris Data: Predictors and MDS of Proximity Based on randomForest")

par(op)

print(iris.mds$GOF)

[1] 0.4751974 0.4976639

iris.rf$predicted

  [1] setosa     setosa     setosa     setosa     setosa     setosa    

  [7] setosa     setosa     setosa     setosa     setosa     setosa    

 [13] setosa     setosa     setosa     setosa     setosa     setosa    

 [19] setosa     setosa     setosa     setosa     setosa     setosa    

 [25] setosa     setosa     setosa     setosa     setosa     setosa    

 [31] setosa     setosa     setosa     setosa     setosa     setosa    

 [37] setosa     setosa     setosa     setosa     setosa     setosa    

 [43] setosa     setosa     setosa     setosa     setosa     setosa    

 [49] setosa     setosa     versicolor versicolor versicolor versicolor

 [55] versicolor versicolor versicolor versicolor versicolor versicolor

 [61] versicolor versicolor versicolor versicolor versicolor versicolor

 [67] versicolor versicolor versicolor versicolor virginica  versicolor

 [73] versicolor versicolor versicolor versicolor versicolor virginica 

 [79] versicolor versicolor versicolor versicolor versicolor virginica 

 [85] versicolor versicolor versicolor versicolor versicolor versicolor

 [91] versicolor versicolor versicolor versicolor versicolor versicolor

 [97] versicolor versicolor versicolor versicolor virginica  virginica 

[103] virginica  virginica  virginica  virginica  versicolor virginica 

[109] virginica  virginica  virginica  virginica  virginica  virginica 

[115] virginica  virginica  virginica  virginica  virginica  versicolor

[121] virginica  virginica  virginica  virginica  virginica  virginica 

[127] virginica  virginica  virginica  virginica  virginica  virginica 

[133] virginica  versicolor virginica  virginica  virginica  virginica 

[139] virginica  virginica  virginica  virginica  virginica  virginica 

[145] virginica  virginica  virginica  virginica  virginica  virginica 

Levels: setosa versicolor virginica

#This is the spambase example.  This divides the data into a training set and a test set.
spam.train <- scan("c:/Documents and Settings/Alan Izenman/Desktop/DATA SETS/spambase.train.txt")

Read 177886 items

dim(spam.train) <- c(58, 3067)

spam.train.t <- t(spam.train)

dim(spam.train.t)

[1] 3067   58

spam.train <- spam.train.t

spam.train <- data.frame(spam.train)

xlearn <- spam.train[,1:57]

ylearn <- spam.train[,58]

ylearn <- factor(ylearn)

spam.test <- scan("c:/Documents and Settings/Alan Izenman/Desktop/DATA SETS/spambase.test.txt")

Read 88972 items

dim(spam.test) <- c(58, 1534)

spam.test.t <- t(spam.test)

dim(spam.test.t)

[1] 1534   58

spam.test <- spam.test.t

spam.test <- data.frame(spam.test)

xtest <- spam.test[,1:57]

ytest <- spam.test[,58]

ytest <- factor(ytest)

set.seed(123)

spam.rf <- randomForest(ylearn ~., data=xlearn, xtest=xtest, ytest=ytest, ntree=500, importance=TRUE, proximity=TRUE, mtry=7, replace=TRUE)
print(spam.rf)

Call:

 randomForest(formula = ylearn ~ ., data = xlearn, xtest = xtest,      ytest = ytest, ntree = 500, importance = TRUE, proximity = TRUE,      mtry = 7, replace = TRUE) 

               Type of random forest: classification

                     Number of trees: 500

No. of variables tried at each split: 7

        OOB estimate of  error rate: 4.79%

Confusion matrix:

           0       1        class.error

0   1811     49      0.02634409

1       98 1109      0.08119304

                Test set error rate: 4.69%

Confusion matrix:

         0       1      class.error

0   899     29      0.0312500

1     43   563      0.0709571
Now, we use the entire spambase data set.

spam <- scan("c:/Documents and Settings/Alan Izenman/Desktop/DATA SETS/spambase3.txt")

Read 266858 items

dim(spam) <- c(58, 4601)

spam.t <- t(spam)

dim(spam.t)

[1] 4601   58

spam <- spam.t

spam <- data.frame(spam)

x <- spam[,1:57]

y <- spam[,58]

y <- factor(y)

spam.rf <- randomForest(x, y, ntree=500, importance=TRUE, proximity=TRUE, mtry=7, replace=TRUE)

#This command ran out of memory space (total allocation:1023Mb)
Next, we try the BUPA liver disorders data set
bupa <- scan("c:/Documents and Settings/Alan Izenman/Desktop/DATA SETS/bupa2.txt")

Read 2415 items
dim(bupa) <- c(7,345)
bupa.t <- t(bupa)

dim(bupa.t)

[1] 345   7
bupa <- bupa.t

bupa <- data.frame(bupa)

x <- bupa[,1:6]

y <- bupa[,7]

y <- factor(y)

bupa.rf <- randomForest(x, y, ntree=500, importance=TRUE, proximity=TRUE, mtry=3, replace=TRUE)

print(bupa.rf)
Call:

 randomForest(x = x, y = y, ntree = 500, mtry = 3, replace = TRUE, importance = TRUE, proximity = TRUE) 

               Type of random forest: classification

                     Number of trees: 500

No. of variables tried at each split: 3

        OOB estimate of  error rate: 26.38%

Confusion matrix:

       1       2    class.error

1   89     56    0.3862069

2   35   165    0.1750000

importance(bupa.rf)

                   1                 2  MeanDecreaseAccuracy MeanDecreaseGini

X1 1.208591  0.1277999            0.5996067                             23.46445

X2 0.890857  0.3328096            0.5381067                             27.80545

X3 1.391925  1.8105395            1.4807129                             35.24334

X4 1.047570  1.3232794            1.1598017                             27.94995
X5 1.606672  1.7426578            1.4654774                             34.74659

X6 1.696770 -0.2352116            0.7124255                            18.21784

round(importance(bupa.rf), 4)

        1       2 MeanDecreaseAccuracy MeanDecreaseGini

X1 1.2086  0.1278               0.5996          23.4644

X2 0.8909  0.3328               0.5381          27.8054

X3 1.3919  1.8105               1.4807          35.2433

X4 1.0476  1.3233               1.1598          27.9499

X5 1.6067  1.7427               1.4655          34.7466

X6 1.6968 -0.2352               0.7124          18.2178

bupa.rf$predicted

    [1] 2 2 2 2 2 2 1 1 1 1 2 2 1 1 1 1 1 2 2 1 1 1 1 2 2 1 1 1 1 1 1 2 1 2 1 2 2 2

  [39] 2 2 2 2 1 1 1 2 2 2 1 2 1 2 2 2 2 2 1 2 2 2 2 2 2 2 1 1 2 2 1 2 2 1 1 1 2 2

  [77] 2 1 2 2 2 2 1 2 2 2 2 1 1 2 2 1 1 1 1 2 2 2 2 2 2 2 2 2 1 2 2 1 1 2 2 1 2 1

[115] 2 2 2 2 2 2 2 2 1 2 2 2 2 2 2 2 2 1 2 2 2 2 2 2 2 2 1 2 1 1 2 2 1 2 2 1 1 2

[153] 2 2 1 1 2 1 2 2 2 2 2 2 2 2 1 2 2 1 2 2 2 1 1 1 2 2 2 1 2 2 1 2 2 2 1 1 1 1

[191] 1 1 1 1 1 1 1 1 1 1 2 1 2 1 2 1 2 2 1 2 1 2 1 1 1 1 1 1 1 2 2 1 1 2 2 2 2 2

[229] 2 2 2 2 2 2 2 2 2 2 2 2 2 2 1 2 1 1 1 1 1 1 2 2 1 2 2 1 1 2 1 2 2 2 2 2 2 2

[267] 2 2 2 2 2 1 2 2 1 2 2 2 2 2 2 1 2 2 2 2 2 2 2 2 2 2 2 2 2 2 2 2 1 2 2 2 2 2

[305] 1 2 2 2 2 2 2 2 2 1 1 1 2 1 2 2 2 2 2 2 1 1 1 1 1 2 2 2 1 1 2 1 2 2 2 2 2 1

[343] 1 1 1

Levels: 1 2
library(RColorBrewer)
MDSplot(bupa.rf, bupa$y)
Warning message:

minimal value for n is 3, returning requested palette with 3 different levels

 in: brewer.pal(nlevs, "Set1")

varImpPlot(bupa.rf)
(This gives plots of MeanDecreaseAccuracy vs ordered variables (X3, X5, X4, X6, X1, X2), and MeanDecreaseGini vs ordered variables (X3, X5, X4, X2, X1, X6).  In this example, X3 and X5 are the most important variables as defined by both criteria.)

Now, we try with mtry=2, 3, 4 and ntree=500, 1000:

bupa.rf <- randomForest(x, y, ntree=500, importance=TRUE, proximity=TRUE, mtry=2, replace=TRUE)

print(bupa.rf, col=”red”)

Call:

 randomForest(x = x, y = y, ntree = 500, mtry = 2, replace = TRUE, importance = TRUE, proximity = TRUE) 

               Type of random forest: classification

                     Number of trees: 500

No. of variables tried at each split: 2

        OOB estimate of  error rate: 24.35%

Confusion matrix:

   1   2 class.error

1 89  56   0.3862069

2 28 172   0.1400000
bupa.rf <- randomForest(x, y, ntree=500, importance=TRUE, proximity=TRUE, mtry=4, replace=TRUE)

print(bupa.rf)

Call:

 randomForest(x = x, y = y, ntree = 500, mtry = 4, replace = TRUE, importance = TRUE, proximity = TRUE) 

               Type of random forest: classification

                     Number of trees: 500

No. of variables tried at each split: 4

        OOB estimate of  error rate: 28.12%

Confusion matrix:

   1   2 class.error

1 87  58       0.400

2 39 161       0.195

bupa.rf <- randomForest(x, y, ntree=1000, importance=TRUE, proximity=TRUE, mtry=4, replace=TRUE)

print(bupa.rf)

Call:

 randomForest(x = x, y = y, ntree = 1000, mtry = 4, replace = TRUE,      importance = TRUE, proximity = TRUE) 

               Type of random forest: classification

                     Number of trees: 1000

No. of variables tried at each split: 4

        OOB estimate of  error rate: 27.83%

Confusion matrix:

   1   2 class.error

1 87  58        0.40

2 38 162        0.19

bupa.rf <- randomForest(x, y, ntree=1000, importance=TRUE, proximity=TRUE, mtry=3, replace=TRUE)

print(bupa.rf)

Call:

 randomForest(x = x, y = y, ntree = 1000, mtry = 3, replace = TRUE,      importance = TRUE, proximity = TRUE) 

               Type of random forest: classification

                     Number of trees: 1000

No. of variables tried at each split: 3

        OOB estimate of  error rate: 26.09%

Confusion matrix:

   1   2 class.error

1 86  59   0.4068966

2 31 169   0.1550000

bupa.rf <- randomForest(x, y, ntree=1000, importance=TRUE, proximity=TRUE, mtry=2, replace=TRUE)

print(bupa.rf, col=”red”)

Call:

 randomForest(x = x, y = y, ntree = 1000, mtry = 2, replace = TRUE,      importance = TRUE, proximity = TRUE) 

               Type of random forest: classification

                     Number of trees: 1000

No. of variables tried at each split: 2

        OOB estimate of  error rate: 25.51%

Confusion matrix:

   1   2 class.error

1 88  57   0.3931034

2 31 169   0.1550000

wdbc <- scan("c:/…/wdbct.txt")

Read 17639 items
dim(wdbc) <- c(31,569)

wdbc.t <- t(wdbc)

dim(wdbc.t)

[1] 569  31

wdbc <- wdbc.t

wdbc[1,1:31]

 [1]  1.00000000  2.88981605  2.33988088  4.81055702  6.90875478 -2.13368656

 [7] -1.28157405 -1.41923086 -2.54198507  0.09075436 -0.09948890  2.15048232

[13]  5.03304889 -5.05161355 -3.01511899 -3.50555840 -5.08433566  3.23396146

[19]  2.85243910  5.21819132  7.61035762 -1.81892514 -0.40706639 -0.77631142

[25] -2.12947248 -1.20363953 -1.91664265 -2.92378377 -4.14332474 -0.33981783

[31] -1.32651716

x <- wdbc[,2:31]

y <- wdbc[,1]

class(x)

[1] "matrix"

x <- data.frame(x)

y <- factor(y)
wdbc.rf <- randomForest(x, y, ntree=500, importance=TRUE, proximity=TRUE, mtry=5, replace=TRUE)

print(wdbc.rf)

Call:

 randomForest(x = x, y = y, ntree = 500, mtry = 5, replace = TRUE,      importance = TRUE, proximity = TRUE) 

               Type of random forest: classification

                     Number of trees: 500

No. of variables tried at each split: 5

        OOB estimate of  error rate: 3.51%

Confusion matrix:

       0       1       class.error

0 349       8     0.02240896

1   12   200     0.05660377

round(importance(wdbc.rf), 4)

                 0           1 MeanDecreaseAccuracy MeanDecreaseGini

X1   0.7140  0.6982               0.6305          14.4277

X2   0.7128  1.0140               0.7326           4.1895

X3   0.5979  0.6043               0.5699          12.7543

X4   0.8617  0.6416               0.7151          17.2406

X5   0.2915  0.7576               0.4985           1.7180

X6   0.4818  0.3936               0.4258           3.5253

X7  -0.0554  0.2289               0.0875           0.9237

X8   0.2888  0.0738               0.2475           0.8330

X9   0.7878  0.6065               0.6965           3.5167

X10 -0.0428  0.2494               0.0572           1.1024

X11  0.6015  0.7475               0.6190           2.6049

X12  0.9249  0.7632               0.8197           7.1858

X13  0.1364  0.2436               0.1648           1.1565

X14  0.5039  0.4427               0.5087           1.3433

X15  0.3153 -0.0282               0.2084           0.9395

X16  0.4276  0.1056               0.3210           1.1709

X17  1.0484  1.1042               0.9225          24.9716

X18  0.8915  1.2650               0.8730           5.0764

X19  1.0746  1.2378               0.9663          31.3971

X20  1.1625  1.2369               1.0102          32.3010

X21  0.5988  0.9948               0.6930           3.1389

X22  0.5159  0.6141               0.5294           4.0166

X23  0.4455  0.6463               0.5161           2.8745

X24  0.3470  0.4396               0.3716           1.8958

X25  0.6681  0.8583               0.6971          12.3042

X26  0.8233  1.2041               0.8527          30.6031

X27  0.3181  0.4824               0.4008           2.1358

X28  0.3758  0.3508               0.3555           1.2734

X29  0.6114  1.1056               0.8029           8.0862

X30  1.0572  1.2254               0.9718          30.3229
varImpPlot(wdbc.rf, col=”red”, main=””)   %xlab=”  “, ylab=””
(The variables X19, X30, X20, X26, and X17 stand out in the Gini plot well away from the rest.  There is another group of variables X3, X4, X25, X12, X1, and X29.  In the Accuracy plot, the top group are X30, X20, X19, and X17, but the next group, X18, X26, X12, X29, and X2, is not far behind.)
margin(wdbc.rf, y)

plot(margin(wdbc.rf, y)) 
MDSplot(bupa.rf, y, xlab=”1st Scaling Coordinate”, ylab=”2nd Scaling Coordinate”)
This is the example of SRBCT data on childhood tumors.

The identification is as follows: 1 = BL, 2 = EWS, 3 = NB, and 4 = RMS.

SRBCT <- scan("c:/Documents and Settings/Alan Izenman/Desktop/SRBCTb.txt")
dim(SRBCT) <- c(2309,83)
SRBCT[1:10,1:10]
SRBCT.t <- t(SRBCT)
dim(SRBCT.t)
SRBCT <- SRBCT.t
SRBCT[1:10,1:10]
x <- SRBCT[,1:2308]
class(x)
x <- data.frame(x)
y <- SRBCT[,2309]
y <- factor(y)
class(y)

set.seed(123)

SRBCT.rf <- randomForest(x, y, ntree=500, importance=TRUE, proximity=TRUE, mtry=25, replace=TRUE)

print(SRBCT.rf)

Call:

 randomForest(x = x, y = y, ntree = 500, mtry = 5, replace = TRUE,      importance = TRUE, proximity = TRUE) 

               Type of random forest: classification

                     Number of trees: 500

No. of variables tried at each split: 5

        OOB estimate of  error rate: 0%

Confusion matrix:

   1  2  3  4 class.error

1 11  0  0  0           0

2  0 29  0  0           0

3  0  0 18  0           0

4  0  0  0 25           0

SRBCT.rf$oob.times

 [1] 193 167 182 180 168 178 177 198 193 187 166 195 179 175 195 196 170 187 179

[20] 203 189 167 187 182 176 189 167 181 199 169 198 193 174 210 173 185 185 184

[39] 180 167 182 173 182 185 167 182 168 182 177 187 196 161 174 178 197 173 183

[58] 162 200 189 180 182 181 166 184 192 200 165 180 189 207 179 190 177 171 176

[77] 180 175 190 190 198 184 178

round(SRBCT.rf$votes, 4)

        1      2      3      4

1  0.1036 0.5648 0.1295 0.2021

2  0.0898 0.5389 0.1437 0.2275

3  0.0165 0.6264 0.0440 0.3132

4  0.0778 0.3500 0.2389 0.3333

5  0.0357 0.5952 0.0833 0.2857

6  0.0169 0.7416 0.0730 0.1685

7  0.0282 0.5932 0.0621 0.3164

8  0.0051 0.7727 0.0354 0.1869

9  0.0415 0.7565 0.0674 0.1347

10 0.0214 0.7540 0.0321 0.1925

11 0.0422 0.7289 0.0663 0.1627

12 0.0256 0.6923 0.0923 0.1897

13 0.0168 0.5978 0.0782 0.3073

14 0.1429 0.5086 0.1486 0.2000

15 0.1744 0.4667 0.1744 0.1846

16 0.1837 0.4184 0.2092 0.1888

17 0.0647 0.4176 0.2059 0.3118

18 0.0428 0.7914 0.0856 0.0802

19 0.0615 0.7877 0.0894 0.0615

20 0.0985 0.3793 0.2709 0.2512

21 0.1852 0.3862 0.2487 0.1799

22 0.1078 0.5689 0.1737 0.1497

23 0.1176 0.5561 0.1658 0.1604

24 0.4396 0.1813 0.2363 0.1429

25 0.4886 0.1648 0.1989 0.1477

26 0.5344 0.1958 0.1587 0.1111

27 0.5808 0.1976 0.1257 0.0958

28 0.5525 0.2155 0.1713 0.0608

29 0.5528 0.1960 0.1508 0.1005

30 0.5858 0.1598 0.1124 0.1420

31 0.4848 0.2071 0.1566 0.1515

32 0.1347 0.2176 0.4093 0.2383

33 0.0920 0.2241 0.4310 0.2529

34 0.0619 0.2476 0.4286 0.2619

35 0.0751 0.1272 0.5665 0.2312

36 0.1135 0.1568 0.5405 0.1892

37 0.1027 0.2432 0.4108 0.2432

38 0.0924 0.1902 0.5380 0.1793

39 0.1278 0.2111 0.4556 0.2056

40 0.0719 0.2156 0.5509 0.1617

41 0.0659 0.2033 0.5824 0.1484

42 0.0578 0.1156 0.6994 0.1272

43 0.1044 0.1593 0.5495 0.1868

44 0.1189 0.2162 0.1622 0.5027

45 0.0359 0.2335 0.0838 0.6467

46 0.0714 0.3187 0.1154 0.4945

47 0.0536 0.2440 0.2262 0.4762

48 0.0934 0.2033 0.1758 0.5275

49 0.1017 0.2203 0.2542 0.4237

50 0.0535 0.2246 0.2032 0.5187

51 0.0459 0.2347 0.2296 0.4898

52 0.0870 0.1677 0.3043 0.4410

53 0.0632 0.3161 0.1552 0.4655

54 0.0674 0.2191 0.1461 0.5674

55 0.0457 0.2741 0.1015 0.5787

56 0.0289 0.2601 0.0694 0.6416

57 0.0601 0.2240 0.1530 0.5628

58 0.0309 0.3951 0.1605 0.4136

59 0.0300 0.3250 0.1050 0.5400

60 0.0317 0.3439 0.1058 0.5185

61 0.0778 0.3444 0.0889 0.4889

62 0.0659 0.2418 0.1758 0.5165

63 0.0884 0.2818 0.1436 0.4862

64 0.0783 0.1446 0.5723 0.2048

65 0.1141 0.3533 0.1630 0.3696

66 0.1719 0.2812 0.2865 0.2604

67 0.2500 0.2700 0.2500 0.2300

68 0.0788 0.2061 0.1697 0.5455

69 0.3944 0.2444 0.1722 0.1889

70 0.0899 0.5026 0.1005 0.3069

71 0.0338 0.2754 0.0580 0.6329

72 0.0335 0.5978 0.1341 0.2346

73 0.0158 0.7737 0.0316 0.1789

74 0.0339 0.5763 0.0621 0.3277

75 0.0585 0.1813 0.1053 0.6550

76 0.5170 0.2273 0.1420 0.1136

77 0.1000 0.1667 0.2333 0.5000

78 0.0286 0.1543 0.6057 0.2114

79 0.0474 0.2263 0.4158 0.3105

80 0.0632 0.1579 0.5474 0.2316

81 0.0455 0.2626 0.4747 0.2172

82 0.4402 0.1685 0.1630 0.2283

83 0.1011 0.4888 0.1292 0.2809
plot(outlier(SRBCT.rf, cls="y"), type="h", col=c("red", "green", "blue", "purple")[as.numeric(y)], xlab="Sequence Number", ylab="Outlier Measure", main="SRBCT")

varImpPlot(SRBCT.rf, col="red", main="")
plot(margin(SRBCT.rf, y))

set.seed(123)

for(i in 1:10){

+ SRBCT.rf <- randomForest(x, y, ntree=500, importance=TRUE, proximity=TRUE, mtry=9, replace=TRUE)

+ print(SRBCT.rf)

+ print(i)

+ }
pima <- scan("c:/…/pima.txt")

Read 4256 items

dim(pima) <- c(8, 532)

pima.t <- t(pima)

dim(pima)

[1]   8 532

pima <- pima.t

x <- pima[,1:7]

class(x)

[1] "matrix"

x <- data.frame(x)

y <- pima[,8]

y <- factor(y)

set.seed(123)

pima.rf <- randomForest(x, y, ntree=500, importance=TRUE, proximity=TRUE, mtry=2, replace=TRUE)

print(pima.rf)

Call:

 randomForest(x = x, y = y, ntree = 500, mtry = 2, replace = TRUE,      importance = TRUE, proximity = TRUE) 

               Type of random forest: classification

                     Number of trees: 500

No. of variables tried at each split: 2

        OOB estimate of  error rate: 22.37%

Confusion matrix:

    0   1 class.error

0 311  44   0.1239437

1  75 102   0.4237288

